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Synopsis 

 

Statistical process control (SPC) charts are increasingly being used in 

healthcare to aid in process understanding, assess process stability, and 

identify changes that indicate either improvement or deterioration in 

quality. They are used in hospital process improvement projects, by 

accrediting bodies and governmental agencies, and for public health 

surveillance. We provide an overview of common uses of SPC in 

healthcare and some guidance on the choice of appropriate charts for 

various applications. Implementation issues and more advanced SPC and 

related methods also are discussed. 
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13.1. Introduction 

 

Continuous improvement of healthcare systems requires the measuring and 

understanding of process variation. It is important to eliminate extraneous process 

variation wherever possible, while moving well-defined metrics toward their target 

values. In healthcare, most performance metrics are of the lower-the better or higher-the-

better variety. Examples of important variables in healthcare involve lab turnaround 

times, days from positive mammogram to definitive biopsy, waiting times, patient 

satisfaction scores, medication errors, emergency service response times, infection rates, 

mortality rates, numbers of patient falls, post-operative lengths of stay, “door-to-needle” 

times, counts of adverse events, as well as many others. Careful monitoring and study of 

such variables often can lead to significant improvements in quality. For example, 

monitoring infection rates, as discussed by Morton et al. (2008), can provide insights 

leading to improved standardized cleaning procedures or the early detection of new 

outbreaks.   

Within this context, statistical process control (SPC) charts are very useful tools 

for studying important process variables and identifying quality improvements or quality 

deterioration. A control chart is a chronological time series plot of measurements of 

important variables. The statistics plotted can be averages, proportions, rates, or other 

quantities of interest. In addition to these plotted values, upper and lower reference 

thresholds called control limits are plotted. These limits are calculated using process data 

and define the natural range of variation within which the plotted points almost always 

should fall. Any points falling outside of these control limits therefore may indicate that 

all data were not produced by the same process, either because of a lack of 

standardization or because a change in the process may have occurred. Such changes 

could represent either quality improvement or quality deterioration, depending on which 

control limit is crossed.  Control charts are thus quite useful both for monitoring if 

processes get worse and for testing and verifying improvement ideas.  

As an example, consider the time (in hours) required to complete a particular lab 

procedure. Suppose completion times are collected over time and plotted as shown in 

Figure 1. In this example, the observation at time period 40 falls below the lower control 
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limit, thereby formally signaling a process change. During the time of this study, an 

improvement project resulted in a new standardized operating procedure implemented at 

time period 31. This control chart provides statistical evidence that the new procedure 

did, in fact, change the lab processing times for the better. The amount of improvement 

(here, reduction) in both the duration average and variation can be quantified from the 

plotted values that occur after time period 31. New control limits now could be calculated 

based on these improved values and the process monitored to ensure these quality gains 

are maintained. 
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Figure 13.1: Example of a control chart to verify a process improvement, here in 

laboratory processing times. 

      

 In process improvement projects such as the above example, the control limits 

typically are calculated initially based on a historical set of data. For another example one 

could consider the proportion of Caesarean section deliveries in a hospital each month for 

the past three years. Initially, the control limits are used to assess the stability of the 

process and to identify unusual events (outliers). Once the analyst is confident the data 
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reflect a stable process (points falling within the control limits and showing no clearly 

non-random patterns), the parameters of the statistical model used to determine the 

control limits are estimated.  These control limits then are used for on-going monitoring 

as new data are collected and plotted. The retrospective analysis of historical data is 

referred to as Phase I; whereas the prospective monitoring of future data is referred to as 

Phase II. Essentially one checks whether the process historically was stable and 

consistent (“in statistical control” in SPC terminology) in Phase I and, if so, checks 

whether the process continues to behave consistently or whether any process changes are 

evident (“out of control” in SPC terminology) in Phase II. 

Analysts have many types of control charts at their disposal. An appropriate 

choice of control charts depends on the type of data being analyzed, the behavior of the 

data, and the assumed underlying probability distribution used for modeling. Appropriate 

chart and sample size selection often is difficult for practitioners due to the subtleties 

involved, but the correct choice is essential for meaningful results to be obtained. Since 

computer software is typically used for control chart generation, in this chapter most 

calculations are not discussed in detail. Many software options exist, a common choice 

being MINITAB (www.MINITAB.com). Version 16 of MINITAB also includes tutorials 

for the proper selection of control chart methods. 

             Readers can find detailed information on control charting assumptions, formulas, 

and implementation (but with an engineering focus) in Montgomery (2008). Several more 

practitioner-focused books cover SPC for healthcare applications along with detailed case 

studies; see, e.g., Hart and Hart (2002) and Carey (2003), with a comparison and 

discussion of these two books given by Woodall (2004). Advice on the selection, design, 

and performance of control charts in healthcare applications was given by Benneyan 

(1998a, 1998b, 2006) and Mohammed et al. (2008). Winkel and Zhang (2007) covered 

some more advanced control charting methods used in healthcare, as well as the basic 

control charting methods. Examples of healthcare process improvement projects 

involving SPC were reviewed by Thor et al. (2007). 

 

http://www.minitab.com/
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13.2. Selection of a Control Chart 

  

13.2.1 Basic Shewhart-type charts 

 

 The choice of which control chart to use depends on the type of data to be plotted. 

The most common types of data therefore need to be understood in order to identify the 

most appropriate control chart. All data can be classified as either continuous (variable) 

or discrete (attribute). Numerical measurements that can assume any values over some 

defined range are referred to as continuous, or variables, data. Examples include patient 

waiting times, times between adverse events, and blood pressure measurements. Even 

though these variables are always rounded in practice, in theory an infinite number of 

values between any two possible values also are possible, and thus such data usually are 

treated as continuous variables. If several samples are collected during each time period, 

e.g., twenty emergency department waiting times for each day for a month, then an X  

and S-chart combination may be required. The statistic X  (read “X-bar”) represents the 

sample mean and S represents the sample standard deviation. The X  chart is used to 

monitor the mean of process whereas the S chart monitors process variation or 

inconsistency. An example of an X chart is given in Chapter 16. If only individual 

continuous measurements are available at each time period, e.g., systolic blood pressure 

readings for a patient taken once a day for a month, then use of a X-chart (“individuals”) 

typically is recommended. This type of chart is also illustrated in Chapter 16. 

 As discussed further in Chapter 14, quantitative variables data contain much more 

information than “attribute” data, which are based on counts or rates of a particular event 

of interest. Thus it is not advisable to convert quantitative data into attribute data, such as 

for waiting times recording only whether or not each time met a given standard. This 

unfortunately was done in several published case studies on the use of Six Sigma in 

healthcare, with an unnecessary resulting loss of information and an associated loss in the 

ability to detect important process changes. See Chapter 14 for further discussion of this 

practice. 

 Continuous variables are usually modeled with probability distributions such as 

the normal, lognormal distribution, or exponential distribution. These probability 

distributions form the basis for mathematically establishing valid control limits. The X , 
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S, and X control charts are most appropriate for normally distributed data, which are 

symmetric and bell-shaped when plotted on a histogram. If the data are skewed, such as 

for lognormal or exponential distributions, then the usual X  or X chart may not perform 

well. From a practical perspective, this is more important if a small sample size is used to 

calculate the average at each time period. In such cases, exact limits can be computed 

from knowledge of the appropriate probability distribution, which usually requires a 

skilled analyst. More simply, an appropriate normalizing transformation can be used and 

the transformed data then simply used with a conventional X  or X chart. For example, 

for lognormal data taking the logarithm of all measurements transforms them to being 

normally distributed, whereas raising exponential data to the power 0.2777 is one of 

several normalizing transformations. An example where this latter transformation was 

used is given in Chapter 16. 

 In contrast to continuous data, attribute data most often involve counts (e.g., the 

number of falls per day), proportions (e.g., the proportion of patients receiving the correct 

antibiotic), or rates (e.g., the number of falls per 1000 patient-days). The Poisson 

distribution typically is an underlying assumption in the construction of charts for counts 

and rates. The corresponding control charts are the c-chart (counts) and the u-chart 

(rates), respectively. Generally the use of rates is more informative and conventional than 

counts, especially when the opportunity for adverse events varies over time. Examples 

include monthly falls per 1000 patient days or catheter infections per 1000 device-use 

days, where the number of patients at risk or device use days vary over time. A second 

type of attribute data is the proportion or percent of a fixed number of cases for which an 

outcome of interest occurs.  An example is the percent of similar surgeries that result in a 

post-operative infection. In such cases, the binomial probability distribution usually is 

assumed to be appropriate and p-charts can be used. 

 In some cases the outcome of interest is known for each individual patient, e.g., 

whether or not each surgical patient developed a particular type of infection. Each case 

then is a Bernoulli random variable, or equivalently a binomial variable with a sample 

size of one. As an alternative to the p-chart, one can plot the total number of patients until 

the infection occurs, with an assumed underlying geometric distribution. This is referred 
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to as a g-chart by Benneyan (2001), who explored their detection performance and 

variations at length. Although charts based on Bernoulli and geometric data are very 

useful in healthcare applications they are rarely included in standard statistical software. 

An exception is the Electronic Infection Control Assessment Technology (eICAT) 

software package, with information available at www.eicat.com.au/. Szarka and Woodall 

(2011) provided a detailed review of charts for monitoring Bernoulli processes. 

 Many sources exist to which the reader can turn for additional information on the 

selection of an appropriate control chart. We recommend Adams (2007), Montgomery 

(2008), Benneyan (2008), Lee and McGreevey (2002), and Winkel and Zhang (2007), in 

particular.  

 The charts discussed thus far in this chapter are referred to as Shewhart-type 

control charts, after Walter Shewhart. the inventor of the control chart. The estimated 

control limits usually are placed at plus and minus three standard deviations of the plotted 

statistic above and below a center line, which is placed at the estimated mean of the 

statistic. Three sigma limits are used so that it is unlikely that a plotted point would fall 

outside the control limits if the process remains stable. Importantly, one should not 

overreact to each random movement in a plot of a statistic over time since this leads to 

wasted time and resources. One should seek to react to only true process changes. Control 

charts help separate such natural random process variation, referred to as “common cause 

variation”, from unusual variation caused by influences on the process to which some 

action is required. These influences are referred to as “assignable causes” in the SPC 

literature.  

           

13.2.2 Use of CUSUM and EWMA charts 
 

An important distinction between Shewhart and some other types of control charts 

is that in the Shewhart charts the decision of whether the process is stable is made based 

on only the most recent information, unless supplementary rules are used, such as 

signaling if eight consecutive plotted values are all on the same side of the centerline or if 

two out of three consecutive values are beyond the same two-sigma limit. Runs rules can 

increase the ability of the chart to detect sustained process shifts, but can also increase the 

http://www.eicat.com.au/


 8 

number of false alarms. Common supplementary rules are discussed in several of our 

recommended references. In particular, we recommend the discussion in Montgomery 

(2008). In contrast, cumulative sum (CUSUM) and exponentially weighted moving 

average (EWMA) charts are based (in different ways) on past data. While a bit more 

advanced to use and interpret, CUSUM and EWMA charts can detect small and 

moderately sized sustained changes in quality on average much more quickly than 

Shewhart charts although they tend to be poorer at detecting one-time or short-term 

spikes.  

Details of the construction of EWMA charts are given in Chapter 16 along with 

an example. To illustrate the construction of a CUSUM chart, suppose we wish to 

monitor the mean of a normally distributed random variable X with individual and 

independent observations, X1, X2, X3, … observed over time. We assume that these 

measurements have been standardized by subtracting the in-control mean and dividing by 

the standard deviation in order to have unit variance and in-control mean of zero. If the 

smallest shift in the mean in either direction that we want to detect quickly is δ standard 

deviations in size, then the following two sets of cumulative sum statistics, Xt
+
 and Xt

-
, 

are plotted over time: 

 

Xt
+ 

 = max (0, Xt-1
+
 + Xt – δ/2),  

and                                                                                                                                    (1) 

Xt
- 
 = min (0, Xt-1

- 
+ Xt + δ/2), t = 1, 2, 3, …, 

 

where X0
+ 

= X0
- 

= 0 and the index t indicates the time period. The upper part of the 

CUSUM chart is designed to detect increases in the mean and the lower part is designed 

to detect decreases in the mean. An out-of-control signal is given as soon as Xt
+ 

> h1 or Xt
- 

< h2, where the values of the thresholds h1 > 0 and h2 < 0 are selected to ensure a 

reasonably long average time between false alarms. Frequently the values  = 1 and h1 = 

 -h2 = 4 or h1 = -h2 = 5 are used.  
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 A simulated example of a CUSUM chart is shown in Figure 2. The chart was 

constructed with δ = 1 and h1 = -h2 = 4. The first 100 observations all come from the 

same process, standard normal variables, while for the last 15 observations the mean 

increased by one standard deviation. The upper CUSUM chart signaled an increase in the 

mean at time 103.  
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Figure 13.2: A CUSUM chart for normally distributed data with δ = 1 and h1 = h2 = 

4. 
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Figure 13.3: Simulated Normally-Distributed Observations with Mean Shift at 

Sample 100. 
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 Figure 3 shows the raw data in the simulation used to obtain Figure 2. Note that 

the increase in the mean is not nearly as evident visually in this plot, but it is very clear in 

the CUSUM plot of Figure 2. An X chart with three sigma limits would generate only a 

very slight signal at time 106. This example illustrates the value of CUSUM charts for 

better detection of subtle changes by incorporating more information in the plotted 

statistics.   

EWMA and CUSUM charts have been developed for other types of data as well, 

including binomial, Poisson, and geometric random variables. Cumulative sum methods 

also have been used in healthcare to subjectively fit learning curves. See, for example, 

Young et al. (2005) or Winkel and Zhang (2007, Chapter 8). This application is not a part 

of traditional SPC, however, and should not be confused with the use of CUSUM charts 

for process monitoring. An important method closely related to cumulative sum charts is 

a sequential probability ratio test (SPRT), which is also based on a very similar likelihood 

ratio mathematical justification. 

 

13.2.3 Risk-adjusted monitoring 

 

 In many healthcare applications the concept of acuity or risk adjustment is 

important, such as when the analysis includes comparisons of different physicians or 

hospitals with varying patient mix. Risk factors such as age, weight, gender, co-

morbidities, fitness, and others affect the probability of a particular outcome occurring 

(such as the presence of diabetes or hypertension). Relevant risk factors vary depending 

on the outcome being evaluated or monitored. A considerable amount of effort has gone 

into developing risk-adjustment models over the past several decades. See, for example, 

Iezzoni (2003). Even though these models are not perfect, comparisons of some 

healthcare performance metrics are not meaningful without them. Reviews of risk-

adjusted monitoring were provided by Grigg and Farewell (2004) and Woodall (2006), 

but a considerable amount of work has been done on this topic in the last five years. 

 Two basic types of risk-adjustment occur in practice, with a patient either being 

placed into one of several risk categories (e.g., very low, low, medium, high, very high) 

or with a risk probability being assigned to each patient. The latter case often is done 
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through a logistic regression model, as described in detail in Chapter 16. If, for example, 

30-day mortality rates following surgery are of interest then a predicted mortality rate is 

obtained for each patient. The Bernoulli outcomes and the predicted mortality rates can 

be used as input into the risk-adjusted CUSUM charts of Steiner et al. (2000). These 

charts have been used in a number of applications, including monitoring cardiac surgery 

results. Taseli and Benneyan (2008, 2010) developed similar types of risk-adjusted 

SPRTs and investigated their detection performance. As another example, Axelrod et al. 

(2006) discussed the use of a Poisson hazards based risk-adjusted CUSUM chart in 

monitoring the performance of organ transplant centers. 

 An example of a risk-adjusted CUSUM chart used to monitor cardiac surgery is 

shown in Figure 4. The upper part of the CUSUM chart was designed to detect 

deterioration in quality while the lower part was designed to detect improvements in 

performance. A signal is given when either control limit is crossed. If a patient dies 

within 30 days of surgery, both CUSUM statistics increase by specified amounts. If the 

patient lives, the CUSUM statistics decrease by specified amounts. As with the CUSUM 

chart defined for normally distributed data given in Eq. (1), neither CUSUM statistic is 

allowed to pass the reflecting barrier at zero. The amount that each CUSUM statistic 

increases or decreases for an individual patient depends on the predicted mortality rate 

for the patient and the smallest increase and decrease in the odds of mortality one is 

interested in detecting quickly. 

 In the above example, the Parsonnet scoring system was used in the risk-

adjustment approach. If pt is used to represent the predicted 30-day mortality rate for the 

t
th

 patient, then the regression model used was  

logit (pt) = -3.68 + 0.07 Xt, 

where Xt is the Parsonnet score for the t
th

 patient. The Parsonnet score is based on the 

gender, age, and obesity level of the patients, as well as the presence or absence of health 

characteristics such as hypertension. (See Parsonnet, Dean, and Bernstein (1989).) The 

chart was set up to detect a process deterioration corresponding to a doubling of the odds 

ratio corresponding to mortality and a process improvement corresponding to a halving of 

the odds ratio. An improvement in quality was detected around the 2700
th

 patient, as seen 
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by the plotted data reaching the lower limit, and the two CUSUM chart statistics then 

were reset to zero before monitoring was continued.  
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Figure 13.4: An Example of a Risk-Adjusted CUSUM Chart (Reprinted with 

permission from Journal of Quality Technology ©2006 American Society for Quality. No 

further distribution allowed without permission.) 

 

 The risk-adjusted CUSUM chart of Steiner et al. (2000) is a generalization of the 

Bernoulli CUSUM chart of Reynolds and Stoumbos (1999). Under the Reynolds and 

Stoumbos (1999) and Leandro et al. (2005) framework there is a constant probability p0 

of an adverse event occurring when the process is stable and detecting a sustained shift to 

an out-of-control value p1 is of primary interest. Ismail et al. (2003) and others 

recommended a scan method in this situation that signals as soon as the number of 

adverse events in the last m Bernoulli trials exceeds a specified value. Joner et al. (2008) 

showed, however, that the Bernoulli CUSUM chart was more effective.   

 Sometimes a variable life adjusted display (VLAD) is used instead of plotting a 

risk-adjusted CUSUM chart. In the case of monitoring mortality rates, this chart would be 

a plot over time of the sum of the predicted number of deaths minus the observed number 

of deaths. The vertical axis is frequently labeled “statistical lives saved” and the 

horizontal axis is the number of patients. A related risk-adjusted metric often used in 
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practice is a ratio of the observed over expected number of outcomes, or the O/E ratio. If 

the VLAD shows an increasing trend (or if O/E < 1), then performance is better than 

indicated by whatever risk-adjustment model is used. A decreasing trend (or O/E > 1) 

conversely indicates performance poorer than would be expected by the model. The risk-

adjusted CUSUM method also can be used in the background to signal when 

performance seems to reflect more than simply random variation, as recommended by 

Sherlaw-Johnson (2005). The book produced by the Clinical Practice Improvement 

Centre (2008) explains in detail the use of VLADs in the monitoring of healthcare 

outcomes in Queensland, Australia. 

 

13.3. Implementation Issues 

 

13.3.1 Overall process improvement system 
  

The use of control charts is most beneficial as a component within an overall 

well-structured quality improvement program. We support the use of the Six Sigma 

process design strategy and its Define-Measure-Analyze-Improve-Control (DMAIC) 

process improvement strategy. The history and principles of Six Sigma were reviewed by 

Montgomery and Woodall (2008). There are quite a few books available on the use of Six 

Sigma in healthcare applications, e.g., Bisgaard (2009) and Trusko et al. (2007). In 

addition, Chapter 15 is devoted to this topic. 

 Most hospitals in the United States are accredited and evaluated by the Joint 

Commission (formerly the Joint Commission on Accreditation of Healthcare 

Organizations, or JCAHO), which evaluates each hospital‟s compliance with federal 

regulations including their internal processes aimed at continuously improving patient 

outcomes. The Joint Commission is a private, not-for-profit organization that operates 

accreditation programs for a fee to subscriber hospitals and other healthcare 

organizations. Over 17,000 healthcare organizations and programs are inspected for 

accreditation on a three year cycle, with periodic unannounced inspections. A few smaller 

accrediting organizations also exist, most notably the European DNV organization that 

began accrediting U.S. hospitals in 2008. Accreditation by one of these organizations is 

required by many states as a condition of licensure and Medicaid reimbursement.  In 
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2009 the Joint Commission Center for Transforming Healthcare 

(www.centerfortransforminghealthcare.org/) was established to help solve critical 

healthcare safety and quality problems. The use of lean and Six Sigma methods is said to 

be an important component of this center‟s efforts. In our view a greater focus on process 

improvement is necessary. 

 

13.3.2 Sampling issues 
 

 The benefits of control charting can be compromised if the quality of collected 

data is poor. Ensuring that variables are carefully defined and that the measurement 

system is accurate are key components of the Six Sigma approach. With any 

improvement project, one must carefully consider what data to collect, with the purpose 

of the project driving data collection decisions. In order to characterize emergency 

department waiting times, for example, one must decide how often to collect data and 

how large each sample should be. If the variation within the day is to be understood, then 

samples would need to be taken frequently, say every hour. If only the longest waiting 

times for each day are of interest then sampling could be restricted to known peak periods 

of emergency department admissions.  

 Biased sampling should be avoided whenever possible. As an example, healthcare 

data collected for insurance purposes in the U.S. can produce bias if there is any 

“upcoding” to justify higher payments. Generally the choice of what variables to measure 

and how often to collect data is decided to ensure that important magnitudes of changes 

in quality levels can be detected in a reasonable amount of time for that particular 

application. When possible, samples also are collected in such a way that process changes 

are most likely to occur between (rather than within) samples, in order to maximize 

detection power. This practice often is referred to as “rational subgrouping” in the 

industrial SPC literature and is particularly important when computing control limits in 

the Phase I use of SPC described earlier.     

 

13.3.3 Violations of assumptions 
 

 All control charts are most effective under their specified statistical assumptions. 

As discussed in Chapter 16, a standard assumption is that all data collected over time are 



 15 

independent. This means, for example, that there is not a tendency for large values to 

follow other large values and for small values to follow other small values, i.e., there is 

no positive autocorrelation. With positive autocorrelation some types of charts, such as 

the X-chart with limits based on the moving ranges, will produce a large number of false 

alarms.  

 Checking for autocorrelation and selecting an appropriate control chart is 

important for understanding the behavior of a process over time. If autocorrelation or 

systematic seasonal variation, such as a day-of-the-week effect, exists but in the 

particular setting is considered “unnatural” variation, then it should be removed or 

reduced if possible. If this is not possible or if the autocorrelation is considered part of the 

natural process, such as with a daily bed census, then Phase II monitoring becomes more 

complicated and special-purpose control charts should be used. Winkel and Zhang (2007, 

Chapter 4) and Montgomery (2008) discussed the use of control charting with 

autocorrelated data. One commonly recommended approach is to use a times series 

model to predict one time period ahead and to then plot the one-step-ahead forecast errors 

on a control chart. If the correct time series model is fitted then these forecast errors, 

sometimes referred to as residuals, are independent random variables. 

 Numerous other ways exist by which distributional assumptions can be violated. 

As one of several examples, some count data may exhibit more variability than they 

would under a Poisson model. This is referred to as overdispersion, and another 

probability model such as a negative binomial distribution should be used. In other 

applications where there are more zeros in count data than expected under the Poisson 

model, a zero-inflated Poisson distribution could be used. Within most Six Sigma 

programs there usually is an individual available who is designated as a “Master Black 

Belt” who can provide expert guidance when such statistical complications arise.  

 

13.3.4 Measures of Control Chart Performance 

 

 If basic chart selection and sample size guidelines are followed and all 

assumptions are reasonable, then control charts will perform well. SPC researchers use 

several metrics to investigate detection performance and develop sample size guidelines. 



 16 

The most common performance metric is the average run length (ARL), which is the 

average number of plotted points until the control chart generates an out-of-control 

signal. Control limit formulae are set so that the in-control ARL, ARL0, is sufficiently 

large. For example, the ARL for an X chart with 3 standard deviation control limits is 

roughly 370 plotted points. This is the average number plotted values between false 

alarms. Conversely, low ARL values are desirable to quickly detect true sustained 

process shifts. When samples are collected periodically, if there are m cases between 

samples and samples are of size n, then a related important metric is the average number 

of items (ANI) until a signal, where here ANI = ARL x (n + m). For charts such as the g-

chart, the number of cases between plotted points varies, so the average number of 

(Bernoulli) observations until a signal (ANOS) is used, where here ANOS equals the 

ARL divided by the probability that the event being monitored occurs in one of the 

Bernoulli trials.   

 Shewhart-type chart limits often are selected so that the false alarm probability 

per sample is a specified value α, such as 0.001, for example. If the in-control parameters 

of the process are assumed to be known, then ARL0 = 1/α. As mentioned earlier, standard 

three standard deviation control limits most often are used with Shewhart-type charts, 

which for normally distributed continuous data results in  = 0.0027. For charts based on 

attribute data the discrete nature of the underlying distributions usually makes it 

impossible to obtain a false alarm rate of exactly any given value of α, and the limits are 

set to obtain as close a value as possible. For EWMA, CUSUM, and other more advanced 

charts, computing the ARL or any of the other performance measures is more 

complicated, so the practitioner needs to rely on published values. 

           If outbreaks or problems to be detected with control charts are temporary, not 

sustained over time, then the usual metrics for evaluating control chart performance are 

not valid. For discussion of this situation and additional metrics, such as power and the 

probability of successful detection, the reader is referred to Fraker et al. (2008). 
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13.4. Certification and Governmental Oversight Applications 

 

 Control charts are increasingly being used by certification bodies and 

governmental agencies in order to assess hospital performance. The Joint Commission‟s 

ORYX  initiative, for example, integrates outcomes and other performance measurement 

data into its accreditation process. These performance data are analyzed with control 

charts and “target analysis”. The control chart analysis is used to assess stability of 

processes whereas target analysis, introduced in 2009, is used to assess the performance 

of the healthcare provider relative to relevant standards. A process can be stable and in 

“statistical control”, but still with overall poor performance compared to other providers, 

so both types of analyses are required. This distinction is similar conceptually to the dual 

use in manufacturing of control charts to assess stability and process capability analysis 

to assess compliance to specifications. Lee and McGreevey (2002) reviewed the control 

charting approaches used by ORYX, while a description of target analysis can be found 

in JACHO (2010).   

 The healthcare regulator in England is the Care Quality Commission. 

Spiegelhalter et al. (2011) described this commission‟s methods for rating, screening, and 

surveillance of healthcare providers. The surveillance methods used are somewhat 

complicated and not straightforward applications of standard control charts. First, each of 

the many input data streams are standardized to be approximately normally distributed 

with a mean of zero and a standard deviation of one. After some accounting for variance 

components and using some robust estimation, p-values are calculated based on CUSUM 

charts and false discovery rate (FDR) methods are used to identify the providers with the 

most outlying performance. The p-values are the probabilities of obtaining CUSUM 

values as large as the ones obtained given that the process is stable at the overall average. 

Roughly 200,000 CUSUM charts are used as part of this surveillance system, which 

produces about 30 alerts per quarter. More information about these methods can be 

obtained from Care Quality Commission (2009). 
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13.5. Comparing the Performance of Healthcare Providers 

 

Although not a control chart, there is another type of increasingly common 

charting activity but that should be used with some caution. When comparing the rates of 

adverse events among a number of healthcare providers, perhaps risk-adjusted, it is 

becoming more common to order the providers from the one with the lowest rate to the 

one with the highest rate. Confidence intervals then are used to identify any providers 

with significantly different performance, in a statistical sense, from the average overall 

rate. This type of plot, sometimes called a league table, can easily be misinterpreted since 

much of the ordering reflects only random variation. Being located at the 25
th

 percentile 

is not necessarily different, in the sense of statistical significance, from being at the 75
th

 

percentile. It is a misuse of statistics, however, to place undue importance on the 

numerical ordering of providers since much of the variation is random. The ordering will 

vary considerably from one reporting period to another.  

These types of charts are used, for example, in the semiannual reports provided to 

participating sites by the National Surgical Quality Improvement Program (NSQIP). For 

further details and examples, a sample NSQIP report is available at 

acsnsqip.org/main/resources_semi_annual_report.pdf. Also note that risk-adjustment 

models are contained in this report for a large number of surgical outcomes. 

As a better approach, funnel plots (Spiegelhalter, 2005a, b) are more informative 

than league tables. In a funnel plot the rate of interest is plotted on the Y-axis and the 

number of patients treated is plotted on the X-axis. Confidence interval bands drawn on 

the plot take a funnel shape as illustrated in Figure 5. Providers corresponding to points 

outside the confidence bands are outliers with performance that may be statistically 

different from the overall average performance. In this case, two of the hospitals have 

statistically significant MRSA rates below the lower confidence band. Study of these 

hospitals‟ procedures and processes could lead to understanding ways to also lower rates 

at other hospitals.   

https://acsnsqip.org/main/resources_semi_annual_report.pdf
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Figure 13.5: An Example of a Funnel Plot of MRSA rates for 186 Hospitals in the 

UK. (provided by D. J. Spiegelhalter) 

 

13.6. Summary 

 

Process monitoring with control charts is an important component within an 

overall process evaluation and improvement framework in healthcare. Control charting 

methods, frequently as part of Six Sigma initiatives, are being used increasingly in 

healthcare, but greater use of these and other quality improvement methods are needed. 

Training in the use of control charting methods is best accomplished within an overall 

process improvement context, such as Six Sigma, Lean, or Lean Six Sigma.   

 In addition to standard control charting methods used in other industries, special 

purpose charts for risk-adjusted and rare event data are particularly useful. Funnel plots 

are also a very useful, and relatively new, tool for evaluating the relative performance of 

a number of healthcare providers with respect to some outcome measure. These plots 

contain more information than league tables and are less prone to misinterpretation.  
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